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Goals: 
 
At the end of Part VII, you should have a basic understanding of file and 
network programming in C.  We will also begin a code project to practice and 
demonstrate the skills we have learned so far.  We will be creating a simple client 
server file transfer program.  We will learn that if you have read Parts 1 - 6, you 
have a basic understanding of C. 
 
From now forward, the lessons assume some network and file system 
knowledge. 
 

Review: 
 
Please ensure you understand the following terms: 
 

 Pointers 
 References 
 Dynamic Memory Allocation 

 
If you are unsure of any of these terms, go back and review Part VI now. 
 

Standard Libraries: 
 
In this Part we will begin to utilize the C standard libraries.  These libraries are 
“pre-made” code for us to use.  They implement many common functions for 
handling files, strings, network functions and other good stuff.  Some of the 
library names are: 
 
stdio 
stlib 
string 
tcp 
 
The libraries can be accessed by “including” the library header file.  The header 
is indicated using the “.h” extension.  For example, to include the standard 
library, we would place this line of code at the head of our program: 
 

#include <stdlib.h> 

 
The header files contain function prototypes, structure definitions and variable 
declarations for the library.  The implementation code is not in the header, so 
don’t expect to see how they work in there. 



File Operations: 
 
File operations in C are not difficult.  From the previous Parts we have gathered 
enough knowledge to perform basic file operations.  The easiest way to use files 
in C is to create a file “stream”.  The stream provides a virtual buffer between 
your code and the actual disk operations.  We can picture a stream as a bucket.  
We can put things in to or take things out of the bucket, and the OS handles the 
details of how and when to write or read from the disk.  To create a file stream, 
we use the function fopen().  Here is the prototype: 
 

FILE* fopen(const char *filename, const char *mode) ; 

 
We learned how to read this in part 5, so let’s try:  fopen is a function that takes 
two arguments, filename and mode.  filename and mode are pointers to “const 
char”.  fopen returns a pointer to a ‘FILE’. 
 
Filename and mode are pointers to ‘constant characters’.  The keyword ‘const’ 
means constant.  This tells the compiler that the value will not change.  The 
‘const’ keyword also has an important meaning to us as programmers.  
Remember from our pointers lesson, that we can make a function change a 
variable if we pass a pointer (if you don’t recall this, please refer to Part VI).  
When we see const used in an argument variable list, we can assume that 
whatever value we pass to the function will not be changed by the function.  This 
is good to know when we write code and use external functions.   
 
The const char pointer we pass to fopen are filename and mode.  Filename is self 
explanatory.  It is a null terminated string with the filename we want to access.  
Make sure to use the full path to the file, as you won’t know the current working 
directory when your code executes.  Example: 
 

char *ourfile = “/home/lovepump/testfile.txt” 

 
This line creates a null terminated string for our filename.   
 
The next argument we need is called mode.  Mode tells fopen what we want to 
do with our file.  Options include: 
 

"r" Open a file for reading. The file must exist. 

"w" 
Create an empty file for writing. If a file with the same name already 
exists its content is erased. 

"a" 
Append to a file. Writing operations append data at the end of the file. 
The file is created if it doesn't exist. 



"r+" Open a file for reading and writing. The file must exist. 

"w+" 
Create an empty file for reading and writing. If a file with the same 
name already exists its content is erased before it is opened. 

Table copied from www.cplusplus.com 

 
Using these strings we can see the options available for file access.  There is a 
further modifier to modes above.  We can append a ‘b’ or a ‘t’ to the mode string 
above.  These indicate ‘binary’ or ‘text’ mode.  The default is usually text mode, 
that it is compiler dependant.  In our examples we won’t assume to know and 
will use the ‘t’ or ‘b’ explicitly.  Text mode interprets some control characters (for 
example: it assumes the end of file to be the first CTRL-Z it reaches).  If you don’t 
want this interpretation, and wish to read or write your file literally, use the 
binary mode.  We will be using binary mode for our examples.   
 
While this may seem like a lot of information, there is absolutely no need to 
memorize it.  I constantly refer to reference material.  It is important that you 
know how to use the tools, not memorize the details. 
 
The last piece of our puzzle is the return type FILE.  This is a type defined in 
stdio.h.  We use it to point at, or get a “handle” to our file stream (a “handle” is 
just what it sounds like.  Something used to ‘grab on to’ a stream, object, etc.  
This is not ‘literally’ a handle.  We will see a ‘real’ handle later in this Part). 
 
So, we can now do this: 
 
 

char *filename = “/home/lovepump/file.txt”; 
FILE *ourfile; 
ourfile = fopen(filename, “w+b”); 

 
‘ourfile’ is now a pointer to our filestream.  Make sure you understand why no ‘*’ 
was used in the ourfile = … line of code.  If not, refer back to Part 6 and ensure 
you understand what the ‘*’ implies. 
 
The statement fopen above will create (or overwrite!) file.txt.  It is open in the 
read/write binary mode: “w+b”.  Now that we have a file, lets see how to read 
and write: 
 
size_t fread(void *buffer, size_t size, size_t coun t, FILE *stream); 
size_t fwrite(const void *buffer, size_t size, size _t count, FILE *stream);  
 
Good.  Two functions, with basically the same format.  Remember that a ‘size_t’ 
is an unsigned long integer (See Part VI). 
 



fread is a function that takes four parameters: a pointer to a ‘void’, a size_t , a 
size_t and a pointer to FILE.  It returns a size_t.  fwrite is identical, except the 
pointer to ‘void’ is constant.  We can assume by this difference that whatever is 
pointed to by *buffer in fread may get changed by the function, but fwrite will 
not change the variable. 
 
Another important note is the use of the type ‘void’.  It will make sense soon why 
‘void’ is used.  Interpret ‘void’ to mean ‘any’ type.  So it’s a pointer to any type 
you wish. 
 
How do these functions work?  We’ll examine the fread function.  The first 
argument is a pointer to a buffer to store the objects  you want to read from the 
file.  The next two ‘size_t’ arguments tell fread how many bytes to read in to the 
buffer.  ‘size’ is the actual size in bytes of the item you are reading, and ‘count’ is 
how many of the items are to be read.  So, in fact the number of bytes read will 
be size * count.  Why do we need size and count?  Because the function doesn’t 
know what type of pointer you are passing (‘void’ could be int, char, float, a 
struct you created) it doesn’t automatically know how big your items are.   In our 
case (Linux, modern x86) a char is 1 bytes and an int is 4 bytes.  The final 
argument is a pointer to a FILE.  We learned how to create our pointer with 
fopen.   The return value is the number of bytes read from the file. 
 
Heres an example of how we read 1000 bytes from a file in to a character array: 
 

char  buf[1000]; 
FILE *infile; 
infile = fopen(“ourfile.txt”, “rb”); 
fread(buf, sizeof(char), 1000, infile); 

 
This will attempt to read 1000 bytes in to our char array ‘buf’ from the file 
‘ourfile.txt’.  A couple of important notes: 
 

1. Use the “sizeof” function to avoid mistakes and to make your code 
“portable” to other platforms with different type sizes. 

2. Never use the ‘buf’ above as a string:  printf(“%s”, buf) will probably 
cause an error here.  Why?  buf is not Null terminated.  If you want to 
read 1000 bytes then print them as a string, make buf[1001], then after 
your read, buf[1000] = ‘\0’; 

3. This code is not very robust. 
 
Robust.  We will be using this term more as we begin to create our project. 
 

Robust - Referring to the health, strength and durability of something. 
 



The reason for #3 above will become apparent later. 
 

Network and Socket Programming: 
 
The socket model is much like the file model.  A socket is a connection point for 
you to “plug in to”.  The connection information is a little more complex for 
sockets than for files, as you need protocol, ip and port information in a socket 
connection. 
 
If you are using Windows, we come to our first cross-roads in these papers.  The 
Windows socket implementation is slightly different than Linux.  The creation of 
the socket is the main difference.  I refer you to msdn and other online resources 
to fill in the blanks. 
 
To create a socket and get a “handle” to our new socket, we use the function 
(surprise): 
 
int socket(int domain, int type, int protocol); 
 
Easy stuff so far.  Socket is a function that takes three integers and returns an 
integer.  ‘domain’ is set to AF_INET for  ip.  AF_INET is a constant defined in 
socket.h.  Use it like an int.  Defined constants can be found in the header files 
(like socket.h).  They look like this: 
 

#define AF_INET 2 

 
This would define AF_INET as ‘2’.  Why use a constant?  Two good reasons:  
You can change the one ‘define’ statement and all references to your constant 
will change and it much more descriptive than using a number. 
 
‘type’ specifies what type of socket will be created.  Again, we will use constants 
defined in socket.h.  For a TCP connection use SOCK_STREAM, for UDP use 
SOCK_DGRAM.  There are others, like SOCK_RAW, for a raw socket. 
 
‘protocol’ is zero for almost any use. 
 
Socket returns an integer, which is the file descriptor, or handle, to our socket.  
We use this handle to refer to this socket in our code. 
 

int hnd; 
hnd = socket(AF_INET, SOCK_STREAM, 0); 

 
‘hnd’ now is an integer which represents our socket handle.  We now have a 
socket for our use.  A socket is like a file, or bucket, that we can write to and read 



from.  The OS takes care of the details.  Once we have a socket handle we need to 
decide what to do with it.  Are we going to be a client or a server?  For our work, 
we will consider a client to be the ‘requesting’ end of the connection and a server 
the ‘receiving’ end.  In this part, we will focus on the server side network 
functions. 
 
Our socket now needs to be told what to do.  Information on socket setup is held 
in a structure called ‘sockaddr_in’.   A sockaddr_in looks like this: 
 

struct sockaddr_in { 
 short int  sin_family; 
 short int   sin_port; 
 struct in_addr sin_addr; 
 unsigned char  sin_zero[8]; 
}; 

 
Hmm.  This structure contains another structure.  Cool: 
 

struct in_addr { 
 unsigned long s_addr; 
} 

 
What?  in_addr is a structure that holds just an unsigned long?  It is truly 
ridiculous, and I have no idea why this was ever created, but it’s what we’re 
stuck with. 
 
To create a listening server we need to perform two actions with our socket.  One 
is to tell our server to ‘bind’, or attach our socket to a port.  The next is to ‘listen’ 
for incoming connection requests.  The first step is this: 
 

struct sockaddr_in server; 
 
server.sin_family = AF_INET; 
server.sin_port = htons(1414); 
server.sin_addr.s_addr = inet_addr(“192.168.0.10”);  
memset(&(server.sin_zero), ‘\0’, 8); 
 
 

This initializes our sockaddr_in structure called ‘server’.  The functions htons 
and inet_addr convert regular integers and strings to network protocol.  memset 
is a standard function.  I leave it to the reader to look it up.  The port number is 
1414 and the ip of the server (our machine) is 192.168.0.10. 
 
Timeout 
 
It’s time.  It’s time to realize that if you have followed Parts 1 - 6, you have a solid 
basic understanding of C.  It’s time to realize that you know the basic C syntax 



and commands.  We are now just using C library functions.  We learned how to 
use functions in Part V, so review it if necessary.  The Appendix of this Part will 
refer you to some excellent online resources that can dive in to the details of the 
functions we are using. 
 
You know how to use a structure from Part VI.  If you are unsure, go back and 
re-read. 
 
If you take you time and read the functions like we learned, this isn’t hard. 
 
End Timeout. 
 
We can simplify our struct somewhat.  To get the address of the local machine 
we can say: 
 

server.sin_addr.s_addr = INADDR_ANY; 
 

Coding it this way is much more robust, as we don’t need to know the local IP 
address, if we use ‘INADDR_ANY’ it is inserted automatically. 
 
Now that we have a struct sockaddr_in defined, we can do the first step.  The 
first step is to ‘bind’, or attach our socket to a port: 
 

bind(hnd, (struct sockaddr *) &server, sizeof(struc t sockaddr)); 

 
Read it carefully.  Bind takes a pointer to a sockaddr and and integer.  The 
pointer is a bit funny.  It takes a pointer to sockaddr, but we really pass it a 
pointer to sockaddr_in.  To do this, we need to ‘cast’ our sockaddr_in as a 
sockaddr.  Remember we saw cast when we learned about malloc in the last part.  
So (struct sockaddr *) is the cast.  &server is the reference to our structure.  Recall 
that using ‘&’ in front of your variable returns the ‘address of’, so in fact a 
pointer to your variable.  The second value is the sizeof our structure. 
 
Our socket, hnd, now is bound to port 1414.  Next we need to listen for client 
requests: 
 
int listen(int sockfd, int backlog); 
 
Interesting.  The first integer is our socket handle.  The second integer is called 
backlog.  When we listen on a socket, we will hear incoming connection requests.  
We must choose whether to ‘accept’ the request or not.  The backlog number is 
how many pending requests can exists at one time, waiting to be accepted. 
 



The accept function brings up an important concept for a server.  We have one 
socket handle.  How do you accept multiple connections to our server, as surely 
we want our server to handle more than one connection at a time. 
 
The answer is a ‘session socket’.  A session socket is like our original socket 
handle, except that it refers specifically to a discrete connection.  We get our 
session socket like this: 
 

int sess_hnd, sin_size; 
struct sockaddr_in new_sess; 
 
sin_size = sizeof(struct sockaddr_in); 
sess_hnd = accept(hnd, (struct sockaddr *) &new_ses s, &sin_size); 

 
 
The accept function now has given us a ‘session handle’ we can use to 
communicate with our inbound caller.  It also has provided us information about 
the caller in a new sockaddr_in.  In this case we called it new_sess.  So we can see 
the caller IP in this structure.  sin_size is an integer set to the size of a 
sockaddr_in.  If accept writes less than a full size sockaddr_in, then this variable 
will be changed to reflect that. 
 
Now we are connected.  Communication is simple. 
 
char *buf = “Lovepump is a tool.”; 
int len; 
 
len = strlen(buf); 
send(sess_hnd, buf, len, 0); 
 
’send’ sends the string, ‘buf’ of length ‘len’ to handle sess_hnd.  The 0 is called 
“flags”, but we can leave it as zero for now. 
 
We’re ready to start our project now.  *nix users can use the man function to get 
more information about these functions (type: man send).  MS folks can access 
msdn for more info.  It’s now time to learn how to program. 
 

Programming a File Server: 
 
We chose to learn the file server side first.  By the end of this part, we will have 
the beginning framework of the server side. 
 
The first steps are to decide what our protocol will be.  The server is going to 
accept an inbound connection, but then what?  We need to receive commands 



from our client and be able to respond to them.  Lets make up some basic 
commands: 
 

Command Action 

SEND filename Send the file ‘filename’ to the client. 

RECV filename Receive the file ‘filename’ from the 
client 

LIST List all files in the working directory. 

CLOSE Close the connection. 

 
Good enough for now.  A very good way to program is to think about the 
problem in pieces and create a function to do each piece of the puzzle.  The first 
thing a file server should do is start the server.  Let’s make a file called ftserver.c 
for our server functions.  We need to think about what variables we need.  We 
need to handles, one for socket and one the session.  We also want to store two 
struct sockaddr_in’s.  One for the server and one for our calling client.  We want 
these variables to be permanent across all our functions and to have each 
function use the same ones, so we will declare them outside of any braces!  This 
is called having ‘file scope’.  Our variable will be in scope throughout the whole 
file.  To make sure there is one and only one of each variable, we will also declare 
them static: 
 

static int               hnd, sessionsocket;                 
static struct sockaddr_in     ft_server, ft_client;  

   
Our first function will be to create a socket. 
 

int serv_conn_init() { 
 
        hnd = socket(AF_INET, SOCK_STREAM, 0); 
 
        return hnd; 
} 

 
This function will create our server socket and return the handle.  Why not just 
get our handle directly, why do we use a function?  It will become easier to 
understand as we go why we are breaking our code up in to small chunks. 
 
Exercise #1:  The function ‘serv_conn_init’ is not robust.  Why?  Modify the code to 
make it robust. 
 
Now that we have a socket handle, let’s figure our some where to store it.  Our 
server is going to someday handle connections, so we need to keep track our 
connection information.  What do we need to store? 
 



Since we are going to be client/server we need to know what type of connection 
we are.  We also need to store our socket handle, ip address and port number for 
our connection.  Now we know what we want to store.  We need a container to 
hold all of this information.  Hmmm.  Ah, wait!  We learned about structures in 
the last Part.  Let’s try this: 
 

struct conn { 
        int     type; 
        int     hnd; 
        unsigned long   ip; 
        int             port; 
}; 

 
Exercise #2:  Data types exist specifically for this purpose.  __u32 and __u16 are defined 
data types.  What are they equivalent to?  Modify the code in the structure to use them 
appropriately. 
 
Type will be 1 for client and 2 for server. 
 
So, now we have a structure that can hold all of our connection info.  When we 
receive our socket handle from the function above, we can stick it in our 
structure. 
 
 

struct conn connection; 
int ret; 
ret = serv_conn_init(); 
connection.hnd = ret; 

 
The code above creates a struct conn called connection.  It then retreives a socket 
handle for our connection and assigns the value to our handle value in our new 
structure. 
 
Exercise #3:  The return value is not checked.  What did you do to make the code more 
robust in exercise #1?  Do you need to modify the code here as well? 
 
The next step is to initialize the server.  Have a look at the following code: 
 
int serv_start(struct conn *connection) { 
 
        int     r = 0; 
 
        ft_server.sin_family = AF_INET; 
        ft_server.sin_port = connection->port; 
        ft_server.sin_addr.s_addr = htonl(INADDR_AN Y); 
 
        r = bind(connection->hnd, (struct sockaddr* )&ft_server, 
sizeof(ft_server)); 



 
        if(r < 0) return -1; 
 
        r = listen(connection->hnd, MAXCONNECT); 
 
        return r; 
} 

 
Exercise #4:  What arguments does this function take?  What does it return?  How 
would we make our call to this function robust? 
 
 
To Be Continued... 
   
 
 



Appendix ‘A’ 
 
/* ftserver.c */ 
 
static int               hnd, connections, sessions ocket;                 
static struct sockaddr_in     ft_server, ft_client;  
 
int serv_conn_init() { 
 
        hnd = socket(AF_INET, SOCK_STREAM, 0); 
 
        return hnd; 
} 
 
int serv_start(struct conn *connection) { 
 
        int     r = 0; 
 
        ft_server.sin_family = AF_INET; 
        ft_server.sin_port = connection->port; 
        ft_server.sin_addr.s_addr = htonl(INADDR_AN Y); 
 
        r = bind(hnd, (struct sockaddr*)&ft_server,  sizeof(ft_server)); 
 
        if(r < 0) return -1; 
 
        r = listen(hnd, MAXCONNECT); 
 
        return r; 
} 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 


