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Abstract. We show that there is a very straightforward closed algebraic
formula for the Rijndael block cipher. This formula is highly structured
and far simpler then algebraic formulations of any other block cipher we
know. The security of Rijndael depends on a new and untested hardness
assumption: it is computationally infeasible to solve equations of this
type. The lack of research on this new assumption raises concerns over
the wisdom of using Rijndael for security-critical applications.
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Introduction

Rijndael has been selected by NIST to become the AES. In this paper we look
at the algebraic structure in Rijndael. After RC6, Rijndael is the most elegant
of the AES finalists. It turns out that this elegant structure also results in an
elegant algebraic representation of the Rijndael cipher.
We assume that the reader is familiar with Rijndael. We will concentrate on
the version with 128-bit block size and 128-bit keys, and occasionally mention the
versions with larger key sizes. Unless otherwise noted all formulae and equations
will be in the GF(28 ) field used by Rijndael.
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Algebraic formulae for Rijndael

In [DR98, section 8.5] the Rijndael designers note that the S-box can be written
as an equation of the form
S(x) = w8 +

7
X

wd x255−2

d

d=0

for certain constants w0 ,. . . ,w8 .
The first simplification that we make is to get rid of the constant w8 in that
formula. In a normal round the output of four S-boxes is multiplied by the MDS
matrix and then four key bytes are added to the result. As the key addition and
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the MDS matrix are linear, we can replace the w8 constant in the S-box by the
addition of a suitable constant to the key bytes [MR00]. In the last round there
is no MDS matrix but there is still a key addition, so the same trick works. This
gives us the following formula for the S-box
S(x) =
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d

d=0

and we have to keep in mind that we now work with a modified key schedule
where a suitable constant is added to each expanded key byte.
The next simplification is to rewrite the equation as
S(x) =

7
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wd x−2
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d=0

which is nearly equivalent as x255 = 1 for all x except x = 0. For the remainder of
the paper we introduce the convention that a/0 := 0 for any value a in GF(28 ).
This makes the new equation equivalent to the previous one.1
The form of this equation can be explained from the structure of the S-box.
The S-box consists of an inversion in GF(28 ) with 0 mapped to 0, followed by
a bit-linear function, followed by the addition of a constant. As noted earlier,
we can move this last constant into the key schedule, so we will ignore it. Any
bit-linear function can be expressed in GF(28 ) by a polynomial where all exponents are powers of two. The easiest way to see this is to observe that squaring
in GF(28 ) is a bit-linear operation. After all, (a + b)2 = a2 + b2 in GF(28 ). Therefore any polynomial whose exponents are powers of two implements a bit-linear
operation. None of these polynomials implements the same function, and the
number of polynomials of this form equals the number of bit-linear functions.
Therefore, any bit-linear function can be written as a polynomial with exponents
that are powers of two.
2.1

One-round equation

We use the notation from [FKL+ 00] to discuss the internal values of a Rijndael
(r)
encryption. Let ai,j be the byte at position (i, j) at the input of round r. As
usual, state values in Rijndael are represented as a 4 × 4 square of bytes with
the coordinates running from 0 to 3. For convenience we will assume that all
(r)
(r)
coordinates are reduced modulo 4 so that for example a8,4 = a0,0 .
1

Handling the case x = 0 correctly might not even be important, depending on the way
we use these equations later. A single Rijndael encryption uses 160 S-box lookups.
For random plaintexts there is a less than 50% chance that the case x = 0 will occur
during the encryption. So even if we do not handle the case x = 0 well, the result
still applies to more than half the plaintext/ciphertext pairs.

The first step in a normal round is to apply the S-box to each byte of the
state in the ByteSub step. We get
(r)

(r)

si,j = S[ai,j ] =

7
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wdr (ai,j )−2

dr

dr =0
(r)

where si,j is the state after ByteSub. The next step is the ShiftRow operation
which we can write as
(r)

7
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ti,j = si,i+j =
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dr =0

The third step in each round is the MixColumn. We can write this as
3
X

(r)

mi,j =
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vi,er ter ,j

er =0

where the vi,j are the coefficients of the MDS matrix. Simple substitution now
gives us
(r)

mi,j =

3
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=

3
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dr

dr =0
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wi,er ,dr (aer ,er +j )−2

dr

er =0 dr =0

for some suitable constants wi,j,k . The final step of the round is the key addition,
and results in the input to the next round.
(r+1)

ai,j

(r)

(r)

= mi,j + ki,j
(r)

= ki,j +
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(r)

wi,er ,dr (aer ,er +j )−2

dr

er =0 dr =0
(r)

where ki,j is the round key of round r at position (i, j). We now have a fairly
simple algebraic expression for a single round of Rijndael. We can write this
formula in a couple of interesting ways.
X
dr
(r+1)
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= ki,j +
wi,er ,dr (aer ,er +j )−2
(1)
er ∈E
dr ∈D
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Equation (1) is a more compact rewrite of the one we already had. We define
E := {0, . . . , 3} and D := {0, . . . , 7} to get the same ranges. Equation (2) is
derived by setting fr := 8er + dr . The wi,j are suitable constants. Note that
we do not need to reduce fr modulo 8 when using it as an exponent as this is
done automatically. In GF(28 ) we have that for all k and all x, xk = xk mod 255 .
The exponent 2fr can thus be taken modulo 255, which makes the exponent 28
be equivalent to 20 . In other words, only the (fr mod 8) part of fr can affect
the result and we do not need to take the modulo ourselves. Equation (3) is
derived in a similar manner by setting fr = 4dr + er , and requires a suitable
rearrangements of the constants wi,j . We find (1) the most elegant and will use
that in the rest of the paper. However, one of the other formulae could also have
been used with similar results.
Finally there is one more interesting way to rewrite equation (1).
(r+1)

ai,j

(r)

= ki,j +

X

wi,er ,dr
(r)
2d r
er ∈E (aer ,er +j )
dr ∈D

The reason that this is interesting becomes clear when we start to consider the
(r)
formula for two or more rounds. Then aer ,er +j is replaced by a formula with
several terms, and it in turn is raised to an even power. As the field we are
working in has characteristic 2 we can use the Freshman’s Dream: (a + b)2 =
a2 + b2 . This generalises to exponents that are powers of two, and thus it allows
the exponent 2dr to be applied to each term individually instead of to the sum
of terms. If we ever want to write out the full expression without the use of
summation symbols this prevents the creation of many cross-product terms and
thus keeps the size of the expression under control.
2.2

Multiple-round equations

Expressions for multiple rounds of Rijndael are easily derived by substitution.
For simplicity we choose an actual value for r. For two rounds of Rijndael we
get
X
wi,e2 ,d2
(3)
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and the three-round version is
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Applying the Freshman’s Dream to equation 4 gives us
(3)
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in which all exponentiations are on individual terms. This formula still looks
rather complicated, but most of the complications are not essential to the structure of the formula. The subscripts get more complex the deeper into the recursion we go, but all subscripts are known and are independent of the key or
plaintext. The same holds for the exponents, they are known and independent
of the plaintext and key. We therefore introduce a somewhat sloppy notation
which clarifies the structure. We write K for any expanded key byte, with the
understanding that the exact position of that key byte in the key schedule is
known to us. All constants are written as C even though they might not be all
the same value. We replace the remaining subscripts and powers by a ∗. Again,
each ∗ stands for a value that we can compute and that is independent of the
plaintext and key. Finally, we use the fact that we can write the inputs to the
(1)
(0)
first round by ai,j = p4j+i + ki,j where the pi ’s are the plaintext bytes. All in
all this gives us
X
C
(3)
ai,j = K +
X
C
∗
e2 ∈E K +
∗
d2 ∈D
p∗ + K ∗
e1 ∈E
d1 ∈D

We can now write the five-round formula
(6)

ai,j = K +
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d5 ∈D

C
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C
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C
K ∗ + p∗∗

Keep in mind that every K is some expanded key byte, each C is a known
constant, and each ∗ is a known exponent or subscript, but that these values
depend on the summation variables that enclose the symbol.
Equation 5 gives us the intermediate values in an encryption after five rounds
as a function of the plaintext and the expanded key. It is possible to write a
similar formula for the value after five rounds as a function of the ciphertext
and the expanded key. The S-box is constructed from an inversion in GF(28 )
followed by a bit-linear function. The inverse S-box is constructed from a bitlinear function followed by an inversion. The inverse of the MixColumn operation
is another MixColumn operation with different constants. The inverse cipher is

thus constructed from the same components, and leads to a formula similar
to equation 5. (For simplicity we ignore the fact that there is no MixColumn
operation in the last round which makes the last round simpler than all other
rounds.)
As the results from equation 5 and the inverse equation must agree, we get
a closed algebraic equation which consists of two formulae similar to equation 5.
Alternatively we can write out the 10-round equation which will be about twice
the size.
2.3

Fully expanded equations

If we try to write out equation 5 without summation symbols then we get a
very large formula. Instead of a summation we simply write out 32 copies of
the equation that we are summing, and substitute the appropriate summation
variable values in each copy. As there are 5 summations, we end up with about
225 individual terms of the form C/(K ∗ + p∗∗ ). This formula would be too large
to include here, but it would fit in the memory of a computer. Even the full 10round formula would require only 250 terms or so, which is certainly computable
within the workload allowed for an attack on a 128-bit cipher. The 256-bit key
version of Rijndael has 14 rounds. The expanded equation for half the cipher
would have about 235 terms, and the expanded formula for the full cipher about
270 terms.
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Other ciphers

We know of no other ‘serious’ block cipher that has an algebraic description
that is anywhere near as simple as the one for Rijndael. There are some general
techniques that work for any block cipher, but these do not lead to practical
attacks.
For example, any block cipher can be written as a boolean circuit, and then
translated to a set of equations with one equation per boolean gate. However,
this results in a system of equations and not a closed algebraic formula. It is
equivalent to rewriting the problem of finding the cipher’s key as an instance of
SAT [Meh84], for which no efficient algorithms are known.
If one tries to rewrite the equations into a closed formula there is an explosion
of terms. For example, in DES each output bit of the round function depends
on 6 input bits. The boolean expressions for the S-boxes are fairly complicated
[Kwa00], and each input bit will be used at least 16 times on average in the full
boolean expressions for the output bits. A fully expanded boolean formula for
DES therefore has at least around 1616 = 264 terms, and due to the ‘random’
structure of the S-boxes this formula has no neat structures to take advantage
of. Quite clearly this will not result in an attack that is faster than exhaustive
search.
Another idea is to write the formula for the cipher in conjunctive normal
form. This results in a simple formula: the entire function can be written using

some constants and a few summation-type operators. Of course, the underlying
problem formulation for an attack is still SAT. Furthermore, a direct evaluation
of this formula is impossible. First of all, the constants cannot be determined
without the entire plaintext/ciphertext mapping. Even if the constants were
known, the direct evaluation would cost in the order of 2b+k steps where b is the
block size and k the key size. This is obviously slower than an exhaustive search
which requires 2k steps.
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An algebraic attack?

The real question is of course whether we can turn these formulae for Rijndael
into an attack. At this moment we do not have an attack on Rijndael that uses
this algebraic representation.
If the formula was a simple polynomial it would be trivial to solve, but this is
nothing new. To make the formula a polynomial we would have to eliminate the
1/x function in the S-box. If we simply throw the 1/x away it makes the entire
cipher affine, and there are easier ways of attacking an affine cipher. Using the
equivalence 1/x = x254 and converting the formula to a polynomial leads to a
polynomial with too many terms to be useful.
Another idea would be to write the formula as the quotient of two polynomials. Again, the number of terms grows very rapidly which makes this approach
unpromising.
We feel that an algebraic attack would have to handle equations of the form
of equation 5 directly. The form of this equation is similar to that of continued
fractions, and can be seen as a generalisation. There is quite a lot of knowledge
about “solving” continued fraction, but it is unclear to us whether that can be
applied to these formulae. This is outside the area of expertise of the authors.
We therefore have to leave this as an open problem: is there a way of solving for
the key bytes K in equation 5 given enough plaintext/ciphertext pairs?
We can give a few observations. A fully expanded version of equation 5 has
225 terms. If we ignore the fact that some of the key bytes in the formula must be
equal we can write it as a formula in about 225 individual key bytes. Computing
the same intermediate state from the ciphertext gives us another formula of
similar size, and setting the two equal gives us an equation in about 226 expanded
key bytes. From a purely information-theoretical standpoint this would require
at least 222 known plaintext/ciphertext pairs, but this is not a problem. The
attack can even afford an algorithm of order O(n4 ) in the number of terms
of the equation before the workload exceeds the 128-bit key size limit. Larger
key sizes are even more advantageous to the attacker in finding an attack with
complexity less than that of exhaustive key search. The 256-bit key version uses
14 rounds, so each equation for half the cipher would have about 235 terms. An
algebraic equation solver with a workload in the order of O(n7 ) in the number
of terms might very well lead to an attack.
If the attack were to use an expanded formula for the full cipher it would
have about 250 terms. Again, the required plaintext/ciphertext pairs are not a

problem, and an algorithm that is quadratic in the number of terms is good
enough. For 256-bit keys an O(n3 ) algorithm would even be good enough.
Any algorithm to solve these equations can also use the fact that many of
the expanded key bytes in the formula must be equal. After all, there are only
176 expanded key bytes overall, and all the key bytes in the formula are chosen
from that set. As we know exactly which key value in the formula corresponds
to which key byte in the expanded key, we can derive these additional equations.
The Rijndael key schedule also introduces many linear equations between the
various expanded key bytes which might be used.
Note that adding more rounds to Rijndael does not help as much as one would
think. Each extra round adds a factor of 25 to the size of the fully-expanded
equation. Compare this to other attacks where attacking an extra round very
often involves guessing a full round key, which corresponds to a factor of 2128 .
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Conclusions

The Rijndael cipher can be expressed in a very neat and compact algebraic formula. We know of no other cipher for which it is possible to derive an algebraic
formula that is anywhere near as elegant. This implies that the security of Rijndael relies on a new computational hardness assumption: it is computationally
infeasible to solve algebraic equations of this form. As this problem has not been
studied, we do not know whether this is a reasonable assumption to make.
This puts us in a difficult situation. We have no attack on Rijndael that uses
these formulae, but there might very well exist techniques for handling this type
of formula that we are unaware of, or somebody might develop them in the next
20 years or so. This is a somewhat disingenuous argument; any cipher could be
attacked in the future. Yet our experience teaches us that in cryptography it is
best to be cautious. A system that uses Rijndael automatically bases its security
on a new hardness assumption, whereas this new assumption can be avoided by
using a different block cipher. In that light we are concerned about the use of
Rijndael in security-critical applications.
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